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Abstract
Stance detection is identifying expressed beliefs in a document. While researchers widely use sentiment
analysis for this, recent research demonstrates that sentiment and stance are distinct. This paper advances
text analysis methods by precisely defining stance detection and outlining three approaches: supervised
classification, natural language inference, and in-context learning. I discuss how document context and
trade-offs between resources and workload should inform your methods. For all three approaches I pro-
vide guidance on application and validation techniques, as well as coding tutorials for implementation.
Finally, I demonstrate how newer classification approaches can replicate supervised classifiers.

Keywords: natural language processing; sentiment analysis; stance detection; text as data

Stance detection is a common task for political scientists analyzing text.1 It includes identifying
support or opposition toward electoral candidates (Barberá, 2016) or social movements (Felmlee
et al., 2020). It may involve identifying attitudes toward political (Bor et al., 2023), religious
(Terman, 2017), or racial (Lee et al., 2022) groups. Or, researchers may measure positions on fac-
tual matters such as whether or not COVID-19 poses a public health risk (Block et al., 2022) or
other types of misinformation (Osmundsen et al., 2021).

To measure stance, social scientists widely rely on sentiment analysis—the identification of
positive or negative emotion in text (Liu, 2010; Hutto and Gilbert, 2014). However, recent
research shows sentiment is often uncorrelated with opinion (Aldayel and Magdy, 2019;
Bestvater and Monroe, 2022). As AlDayel and Magdy (2021) argue, sentiment is a dimension
distinct from stance.

This paper builds on AlDayel and Magdy (2021) and Bestvater and Monroe (2022) who
conclude that stance detection is a classification task and recommend training supervised classi-
fiers. Although text classification is well established in political science, opinion classification is
particularly difficult and warrants special considerations (Aldayel and Magdy, 2019; AlDayel
and Magdy, 2021). Further, recently developed language models introduced new classification
methods that do not require supervised training.

I advance theory and methods in three ways: First I provide a precise definition of stance detection.
Second, I provide an overview of three classification paradigms: Supervised classification, which trains
language models for a specific task; natural language inference (NLI), which uses language models
pre-trained as “universal” classifiers; and in-context learning, which uses generative models like

© The Author(s), 2024. Published by Cambridge University Press on behalf of EPS Academic Ltd. This is an Open Access article, distributed
under the terms of the Creative Commons Attribution licence (http://creativecommons.org/licenses/by/4.0/), which permits unrestricted
re-use, distribution and reproduction, provided the original article is properly cited.

1A quick-reference guide for methods discussed, as well as a glossary of technical terms, can be found in the appendices.
Coding tutorials can be found at github.com/MLBurnham/stance_detection_tutorials
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GPT-4. Finally, I provide practical guidance on selecting and implementing an approach. This article
presents a conceptual overview of the motivation and implementation for each paradigm. For guid-
ance on technical implementation, I include coding tutorials in the online materials.

I particularly emphasize NLI classifiers. While supervised methods are well established and
generative models have attracted significant attention from political scientists (e.g. Gilardi
et al., 2023; Törnberg, 2023b), NLI classifiers are largely absent from the literature despite
their advantages: classification that scales to large data sets, reproduces well, and does not require
training. In the final section, I use an NLI classifier to replicate the findings of Block et al.
(2022)—which used a supervised classifier to label stances toward COVID-19 mitigation policies.

1. Stance and Stance detection
1.1 What is stance?

Stance is an individual’s “attitudes, feelings, judgments, or commitment” to a proposition (Biber
and Finegan, 1988). Stance detection has been synonymous with sentiment analysis, which mea-
sures the positive or negative polarity of documents (Stine, 2019). However, this introduces room
for measurement error. The position a document expresses is often different from the sentiment
used to express it. For example: “So excited to see Trump out of the White House!” expresses a
negative stance about Trump with positive sentiment. Sentiment can potentially inform intensity
of stance, but they are distinct dimensions requiring independent measurement (Aldayel and
Magdy, 2019).

Bestvater and Monroe (2022) and Sasaki et al. (2016) propose targeted sentiment (i.e., senti-
ment toward Trump rather than general document sentiment) as an operationalization for stance.
However, sentiment is one dimension of “attitudes, feelings, judgments, or commitment.” If
stance is how individuals would answer a proposition, answers need not contain sentiment.
The statement “I’m voting for Joe Biden” is a positive response to the proposition “Are you voting
for Joe Biden?” but lacks sentiment cues. It may be the dejected expression of progressive liberal
who sees Biden as the least-bad option (negative sentiment), or an enthusiastic supporter (posi-
tive sentiment). Characterizing the statement as positive sentiment conflates sentiment and stance
dimensions and excludes the former possibility. Sentiment can not be both how someone would
answer a proposition and how they express that answer.

Accordingly, I use two definitions consistent with the literature and treat sentiment and stance
independently:

Definition 1 Stance: How an individual would answer a proposition.

Definition 2 Sentiment: Positive or negative emotional valence.

Both sentiment and stance may be directed toward individuals, groups, policy, etc., but are distinct.

1.2 What is stance detection?

Recent literature operationalizes stance detection as entailment classification (AlDayel and
Magdy, 2021). Introduced by Dagan et al. (2005), textual entailment is a directional relationship
between two documents called the text (T ) and the hypothesis (H ).

Definition 3 Textual entailment: Text sample T entails hypothesis H when a human reading T
would infer that H is most likely true.

Thus, stance detection has two components: First, the proposition on which an author may
take a stance (the hypothesis) and second, the text from which a stance is inferred. For example,
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if the following tweet from President Trump is paired with the following hypothesis:
T: It’s freezing and snowing in New York—we need global warming!
H: Trump supports global warming. We would conclude text T entails hypothesis H. Textual

entailment does not test if a hypothesis is necessarily true, but what humans would infer is most
likely true.

AlDayel and Magdy (2021) adopt this definition and define stance detection such that “a text
entails a stance to a target if the stance to a target can be inferred from a given text.” I adapt their
definition:

Definition 4 Stance detection: Text sample T entails stance S to author A when a human reading
T with context C would infer that T expresses support for S.

To their definition, I specify that stance detection identifies the stance a document expresses. This
excludes predicting topics like abortion policy preferences or party affiliation from documents not
discussing those topics.

Notably, I call attention to the significance of context. Context is information relevant to the stance
of interest. Available context consists of information the document contains, and what the classifier
knows. Missing context increases document ambiguity, which makes classification harder. Accurate
stance detection minimizes ambiguity by ensuring sufficient information between the document’s
contents and the classifier’s knowledge base. Consider the examples in Table 1 from a common
stance detection benchmark (Mohammad et al., 2016). Samples were manually labeled as supporting,
opposing, or neutral toward Donald Trump. Each example highlights labeling inconsistencies result-
ing from missing context creating ambiguity. The first does not mention Donald Trump and seem-
ingly reasons that someone espousing certain narratives about the United States’ founding probably
dislikes Trump. Another labeler may think it is unrelated. Examples two and three express support
for the Spanish news station Univision. Labelers for sample two seem aware that Trump feuded with
Univision and associate a pro-Univision stance with an anti-Trump stance. Sample three’s labelers
seemingly lack this context and assigned a different label. Accurate labeling can require time-sensitive
knowledge of the context that produced a document. Unless the person or algorithm assigning labels
has this information, accurate inference may be impossible.

1.3 Methodological implications

Given the above, there are three methodological implications: First, stance detection is a classifi-
cation task. This is because stance detection is textual entailment, and textual entailment is
classification.

Second, stance is a response to a proposal—the hypothesis H in the definition of entailment.
Researchers must define what the proposal is, how to determine if a document is relevant to a
proposal, and what constitutes support or opposition to that proposal.

Table 1. Text samples from the Semeval 2016 test dataset (Mohammad et al., 2016)

# Text Label Notes

1 @ABC Stupid is as stupid does! Showed his true colors;
seems that he ignores that US was invaded, &
plundered, not discovered

Against Based on external knowledge that this is about
Trump, potentially inferred from stance about
narrative of US founding

2 @peddoc63 @realDonaldTrump So I guess Univision is
Fair & Balanced. These are the people that R helping
shape USA!

Against Infers stance toward Trump based on positive
stance toward Univision

3 Honestly I am gonna watch #Univision so much more
now, just to support the network against

Neutral Expresses the same stance as example #2, but the
labelers apparently did not have the same
contextual information when inferring stance
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Finally, stances inferred from a document are context dependent. For accurate inference,
researchers should try to control context by accounting for what information documents contain,
and what information classifiers know. In practical terms, this implies making informed decisions
about how documents are sampled or prepared, and choosing the right classification approach.
The following section outlines both of these decisions to aid researchers in being more mindful of
context and its effects.

2. Controlling context
Here, I outline considerations for selecting and implementing a stance detection approach. To
demonstrate the impact of these decisions, I use a dataset labeled for approval of President
Trump. The data consist of both public tweets (n = 1135) and a random sample of sentences con-
taining the word “Trump” from congressional newsletters sent by the 117th congress
(n = 1000). The Twitter data were compiled from multiple stance detection projects and repre-
sents a variety of labeling approaches and document collection strategies. Details are listed in
Appendix 2. Congressional newsletter sentences were collected from the DC Inbox project
(Cormack, 2017). Data were coded twice by human annotators and discrepancies were
adjudicated by a third annotator.

I use Matthew’s Correlation Coefficient (MCC) as the primary performance metric due to its
robustness relative to F1 and ROC AUC (Chicco and Jurman, 2023). MCC ranges from −1 to 1
with 0 indicating no correlation between true and estimated classes.

2.1 Document preparation

There are two primary ways to control context via the information documents contain: First,
defining document relevancy and second, document pre-processing. Methods for determining
document relevancy include keyword matching, topic classification, or using content labels
from an API. Stance detection does not necessitate a particular approach and the most appropri-
ate will vary by project. However, researchers should be mindful that by setting inclusion criteria
or sampling methods, they control context by setting parameters for what information
documents contain. This, in turn, can inform your classification approach by determining
what information your model should know.

For example, if classifying stances on abortion I may include documents with the keyword
“Roe v. Wade.” Most documents will not explicitly state that support for Roe v. Wade implies
support for abortion rights. Accordingly, I should ensure my classification approach can make
this association.

The second mechanism for controlling context in documents is pre-processing. Most approaches
to stance detection use language models that require minimal document pre-processing. Stop word
removal, stemming, and other common procedures are generally detrimental for language models
(Miyajiwala et al., 2022). Rather, the primary concern is what constitutes a “document.” Short
documents, like social media posts, may contain singular stance expressions. Longer documents
may contain multiple stance expressions across topics. In such circumstances, researchers should
segment documents and classify relevant segments to reduce noise.

Dividing documents into coherent segments can be challenging. Existing methods include
topic-based approaches (Riedl and Biemann, 2012), Bayesian models (Eisenstein and Barzilay,
2008), and supervised classifiers (Koshorek et al., 2018). Here, I refer to Barberá et al. (2021)
who compared classification for individual sentences and longer segments (roughly 5 sentences).
They examined the trade-off between potentially discarding relevant text when classifying sen-
tences, versus including irrelevant data when classifying sentence groups. They found that clas-
sifying sentences reduced noise, but performance between approaches was similar. Accordingly, I
advise simplicity. If there are natural segments in your documents (e.g., newspapers leads) multi-
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sentence segments may be appropriate. Otherwise, I recommend classifying sentences when seg-
mentation is necessary. Sentence segmentation is relatively simple, and shorter documents can
lead to significant computational speedups.

2.2 Model selection

With an understanding of the minimum context your documents include, you can make more
informed decisions about selecting a classification method that will bring requisite knowledge
to the task. There are three approaches: supervised classification, NLI classification, and
in-context classification. Each approach is characterized by its training requirement and the
degree of control over classifier knowledge. Supervised classifiers require training data, but
offer significant control over model knowledge. NLI and in-context classifiers, however, can
label documents without training—an ability known as “zero-shot” classification. NLI classifiers
are more efficient but afford less control over model knowledge, while in-context classifiers pro-
vide significant knowledge control but require more compute. There is no best approach; rather,
the goal is to optimize model performance, computational efficiency, and human workload.

Figure 1 presents a flow chart of key considerations, and the questions below expand on these
considerations.

Q1: Are your documents missing context necessary for classification?
NLI classifiers are a good default approach for their accuracy, scalability, and reproducibility as

summarized in Table 2. However, they make inferences from a straightforward interpretation of
documents and are unaware of context outside the text. For example, If a corpus contains docu-
ments about a politician not explicitly named, an NLI classifier is more likely to view those as
irrelevant and thus, stance-neutral. Other examples may be a corpus with many documents
that require abstract associations (e.g., Table 1), or tasks using a specific operationalization of

Figure 1. The appropriate classification approach depends on the content of your documents and resource constraints.
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a concept (e.g., a particular definition of “hate”). This can include documents with coded state-
ments, or language requiring specific social knowledge to understand. For example, the phrase
“come and take it” expresses support for gun ownership among American conservatives.

There is no empirical definition of sufficient context or how prominent ambiguous documents
must be to warrant a different approach. Researchers must qualitatively judge based on familiarity
with the data and how document relevancy was determined. However, because NLI classifiers are
free and require no training, they are a great, low-commitment starting point. Q2: Can you train
a classifier for each stance you want to label?

If an NLI classifier is insufficient, supervised and in-context classifiers afford the researcher
more control over model knowledge. Supervised classifiers offer better reproducibility and
lower computational demands, but are task-specific, potentially requiring multiple models for
classifying multiple stance topics. Research on similar tasks suggest a class-balanced training
set of 1000–2000 samples at minimum (Margatina et al., 2021; Prabhu et al., 2021; Laurer
et al., 2024). If obtaining this many samples per topic is not feasible, consider an NLI or
in-context classifier.

In-context classifiers may suit when other methods are infeasible. However, their utility is
more limited due to model size and reproducibility concerns. While useful for small datasets,
training data compilation, or validating other models, NLI or supervised classifiers are recom-
mended when possible.

2.3 Effects of controlling context

To illustrate the impact of context, I categorized “ambiguous” documents in my test set as those
with conflicting human coder assessments. I then determined document relevance by the pres-
ence of the term “Trump.” Among documents mentioning Trump, 19 percent were ambiguous.
Conversely, 34 percent of documents not mentioning Trump were ambiguous.2

Differences in ambiguity directly affect classification. As shown in Figure 2, the NLI classifier
suffers the most performance degradation when Trump is not mentioned. Supervised and
in-context classifiers adapt better to lower context. The implication is not to cull relevant obser-
vations due to ambiguity, but that researchers should consider what they know about documents
in their corpus and try to address ambiguity with suitable classification methods.

3. Approaches to stance detection
3.1 Supervised classifiers

Supervised classifiers learn patterns within a set of labeled training data and then identify those
patterns in the broader corpus. The primary advantage of a supervised classifier is they afford
researchers control over what the model “knows” via the training data. This makes them ideal
for documents with low contextual information such as the examples in Table 1. If a researcher

Table 2. NLI classifiers are a good starting point for most tasks because they require no training, relatively low compute,
and are highly reproducible

Classifier Requires training Compute requirements Reproducibility Cost (time/money)

Supervised Yes CPU or single GPU High High
NLI No CPU or single GPU High Low
In-context No GPU or GPU cluster Low High

2Topic classification yielded similar results to keyword matching. 17 percent and 29 percent of documents that were and
were not classified as Trump related, respectively, were ambiguous.
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knows that a pro-Univision stance implies an anti-Trump stance, they can teach this association
to a supervised classifier through the training data. The primary weakness of supervised classifiers
is that they are task specific, requiring additional training for new tasks. This makes them
resource intensive for applications encompassing multiple topics or datasets.

Because supervised classifiers are well established in the literature, I do not provide a compre-
hensive overview of their application here. Rather, I focus on selecting models and training data
as these have stance detection specific considerations. For model training, I encourage adherence
to best practices established elsewhere in the literature by Laurer et al. (2024), Ash and Hansen
(2023) and others.

3.1.1 Model selection
Supervised classifiers can be divided into two types: bag-of-words models and language models.
The bag-of-words approach uses word counts as features and an algorithm such as logistic regres-
sion or a random forest to label documents. These models offer advantages in interpretability and
speed (Ash and Hansen, 2023), but have relatively poor performance on entailment classification.
Language models are neural networks pre-trained for general language comprehension, and then
fine tuned to specific classification tasks—a process known as transfer learning. They are compu-
tationally demanding, but are better entailment classifiers.

Model choice has significant performance implications. Through a process called domain-
adaptation, language models are pre-trained to learn language particular to a substantive
domain such as legal language (Chalkidis et al., 2020) or social media text (Nguyen et al.,
2020). When there are no models adapted to a domain of interest, NLI classifiers can be
re-trained as supervised classifiers for better performance with less data than other models
(Laurer et al., 2024).

Figure 2. MCC on the testing data with bootstrapped 95 percent confidence intervals. Considering what information your
documents contain should inform your approach.
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To demonstrate the significance of model selection, I trained a set of bag-of-words classifiers
and language models. The language models all use the same neural network architecture but vary
in their levels of domain adaptation. The first is a base RoBERTa (Liu et al., 2019) model without
domain adaptation, the second (BERTweet; Nguyen et al., 2020) is adapted for Twitter, and the
third (PoliBERTweet; Kawintiranon and Singh, 2022) is adapted for political Twitter.3

Table 3 compares results across models. For each classifier I conducted a hyper-parameter
sweep—meaning I trained multiple instances of the model with different parameters to find
the best combination. For bag-of-words classifiers I removed a standard set of English stop
words, and vectorized documents using term-frequency-inverse-document-frequency and
bi-grams. I used an exhaustive hyper-parameter sweep to find the optimal model. Because lan-
guage models have many more hyper-parameters than other algorithms and take longer to
train, an exhaustive sweep is infeasible. Rather, I trained each model ten times using a
Bayesian algorithm to more efficiently sweep the parameter space. This approach first trains a
model with randomized parameters and adjusts successive models based on results. Results in
the table represent the best models. While compute times vary significantly based on data, hard-
ware, and training procedure, the table provides estimates of relative training times in a single
CPU or GPU context.

A concern with language models among political scientists is the perception that compute
demands are too high (Häffner et al., 2023). However, results here demonstrate models can
quickly train on consumer grade GPUs—such as those on free cloud computing platforms.
Perhaps more significant than compute time is human labor. Here, too, language models
have an advantage. Laurer et al. (2024) found that language models with 500 training examples
consistently outperformed other algorithms with several thousand. This potentially reduces
manual labeling dramatically. Further, converting documents to a bag-of-words requires text
pre-processing that increases labor for researchers and alters results (Denny and Spirling,
2018). This includes removing words assumed meaningless, removing suffixes, and dropping
words that appear too frequently or infrequently. This necessitates evaluating how pre-
processing affects results. Language models, however, minimize arbitrary decision points
because they work with unedited documents. Thus, I recommend using language models for
stance detection.

The results in Table 3 also demonstrate the impact of domain adaptation. RoBERTa (no
domain adaptation) performs the worst (MCC = 0.60), while BERTweet (adapted for Twitter)
preforms slightly better (MCC = 0.63). PoliBERTweet (adapted for political speech on Twitter)
preforms the best (MCC = 0.68). Additionally, I trained a base DeBERTaV3 model with no
domain adaptation to test the significance of model architecture. DeBERTaV3 is an evolution

Table 3. Performance on detecting support for President Trump in Tweets

Model MCC F1 Accuracy (%) Sweep time Hardware

Bag-of-words classifiers
Logistic regression 0.51 0.67 77 1.53s CPU
Random Forest 0.49 0.62 76 2 min. 2 s CPU
SVM 0.49 0.68 76 37.8 s CPU
Language models
RoBERTa 0.60 0.75 81 46 min GPU
BERTweet 0.63 0.77 83 44 min GPU
PoliBERTweet 0.68 0.80 85 42 min GPU

Bold numbers represent the best performing model on a given metric. Language models offer better classification for higher compute
demands. Bag-of-words classifiers were trained with an exhaustive grid search and a Bayesian sweep across 10 models was used to train the
language models.

3This section uses Twitter data only.
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of the BERT architecture that also uses improved training procedures. The model performed on
par with BERTweet (MCC = 0.63)—emphasizing that while more sophisticated models have
advantages, domain adaptation should not be overlooked.

3.1.2 Training samples
Training data controls the supervised classifiers knowledge base. Researchers should pay attention
to how data are sampled and what manual labelers know. Discordance between labelers’ knowl-
edge and context required for accurate labeling limits model potential due to noisy training data
(Joseph et al., 2017). To bridge the gap between what labelers currently know and what they need
to know for accurate annotation, provide coders examples of correctly labeled text (Kawintiranon
and Singh, 2021) or a prompt that provides necessary context (Joseph et al., 2017). Crowd sour-
cing may not be appropriate if the context needed for accuracy is more than people can reason-
ably internalize in a short time. Here, training expert coders may be appropriate.

3.1.3 Validation
Validating classifiers is done by examining performance on data not seen during training.
Two approaches are cross validation and using a test set. Cross validation randomly divides
the data into several partitions. The model is trained on all data not in a particular partition,
tested on the withheld data, then discarded and the process is repeated for all partitions
(Cranmer and Desmarais, 2017). The results across partitions are pooled to estimate a generalized
error rate.

A test set approach segments the dataset into a train, validation, and test set. The training set is
used to train the model, the validation set monitors training progress, and the test set is withheld
for testing after training completes (Cranmer and Desmarais, 2017). This approach offers
efficiency advantages over cross validation because it only trains a single model. The
train-validation-test split ratio depends on dataset size and desired error estimate precision.
Common ratios are 70-15-15 and 60-20-20.

3.2 NLI classifiers

NLI classifiers are language models pre-trained for recognizing textual entailment. Because most
classification can be reformulated as an entailment task, NLI classifiers are “universal,” rather
than task specific, classifiers. The process consists of pairing documents with hypothesis state-
ments, and then assigning labels based on if a document entails a hypothesis (Yin et al.,
2019). For example, I pair each document in my data with the hypothesis “The author of this
text supports Trump” and the model returns a true or false classification.

3.2.1 Model selection
Currently, the best language model for NLI classification is a DeBERTaV3 Large model trained
on NLI datasets. It is the only model that achieves results comparable to humans, and is small
enough for consumer hardware (Superglue leaderboard, 2022). I recommend evaluating other
models relative to this baseline.

In evaluating models, first consider model size. As shown in Table 4, performance comparable
to supervised classifiers only emerges in larger models. Domain adaptation or future advances
may reduce the necessary model size. However, between models of the same architecture, larger
models generally correlate with better performance.

A second variable to consider is the training data. Stronger models are generally pre-trained on
multiple large datasets curated for NLI, such as the ANLI (Nie et al., 2019) and WANLI (Liu
et al., 2022). After pre-training, additional tuning on classification datasets can further improve
performance. For example, the model trained by Laurer et al. (2023) was first pre-trained on mul-
tiple NLI datasets, and then tuned on a suite of smaller datasets to help it generalize across tasks.
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3.2.2 Hypotheses
After selecting a model, a researcher pairs hypothesis statements with documents to classify them.
This is generally done by creating a hypothesis template (e.g., “The author of this text…”) and
finishing the template with the relevant stance expression (e.g., “…supports Trump.”).
Appropriately pairing hypotheses with documents can dramatically impact performance.
Consider the results in Figure 2 that demonstrate a decline in performance when Trump is
not mentioned. If a portion of our corpus refers to President Trump as “Mr. President,” we
might change the hypotheses for those documents from “The author of this text supports of
Trump” to “The author of this text supports the President.”

Another consideration is how many hypotheses to use. NLI classifiers can be paired with a
single hypothesis or a set of hypotheses. In the single hypothesis instance, the model returns a
probability of entailment. In the multi-label approach, each hypothesis is classified for entailment
and the hypothesis most likely to be entailed is the assigned label. Results may differ slightly
between approaches. Consider a multi-hypothesis scenario where the model chooses between
“support,” “oppose,” and “neutral.” If the model finds that the entailment probability for each
hypothesis is <0.5, it may still return the support label if it is the most likely among the three.
In a single “support” hypothesis context, the document would be labeled as not supporting.
The multi-label approach will increase computation time roughly linearly with the number of
hypotheses since entailment probabilities are predicted for each label. It is recommended to
try both approaches and validate results.

3.2.3 Validation
A straightforward approach to validation is to calculate the sample size needed to estimate per-
formance within a confidence interval and label some data. Performance can be estimated with a
5–10 percent margin of error at a 95 percent confidence level with a fraction of the data needed to
train a classifier. This can often be accomplished in a few hours.

Researchers should also conduct sensitivity analysis by generating synonymous hypotheses
and classifying the data multiple times. This demonstrates results are not sensitive to hypothesis
phrasing. For example, I classified my test set with nine synonymous hypotheses (located in
Appendix 2) for support of Trump. Across all hypotheses, the average MCC was 0.64, with a
minimum value of 0.62 and a maximum value of 0.66.

Classification results from another language model with a different architecture and training
set can provide further validation. In-context learners, such as GPT-4, show particular promise
here. The results on my test set shown in Figure 2 and Table 5 demonstrate that GPT-4 out-
preforms humans in identifying true labels. This could be used to expand the NLI classifier’s
test set, or as a second validation point against human labeled documents.

3.3 In-context classification

In-context learning refers to the capability of generative language models, such as GPT-4, to learn
tasks via plain language prompts describing the task (Brown et al., 2020). Classification involves
prompting the model with the task description, document, and a request for an appropriate label.
Like supervised classifiers, they can make accurate inferences when the contextual information in

Table 4. Entailment classification without supervised training requires a relatively sophisticated language model

Model MCC F1 Accuracy (%) Inference time (GPU) Inference time (CPU)

DeBERTaV3 Small 0.15 0.17 56 3.06 s 2 min 37 s
DeBERTaV3 Base 0.40 0.69 70 4.98 s 5 min 8 s
DeBERTaV3 Large 0.65 0.82 83 13.5 s 16 min 35 s

Bold numbers represent the best performing model on a given metric.
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documents is low. This is because both the model’s pre-training and the user supplied prompt
can provide information not contained in the document (OpenAI, 2023a). Like NLI classifiers,
their ability to label documents zero-shot means a single model can be used for many tasks.

3.3.1 Reproducibility concerns
Despite their advantages, in-context classifiers are not currently suitable for large-scale classifica-
tion for two reasons: First, high performing models are currently proprietary models. Researchers
cannot archive model versions for replication. Second, these models have costly compute require-
ments at scale. For reference, I include the cost of classifying my test set with the OpenAI API in
Table 5. My test set of 2135 short documents cost $ 12.52 to label with the cheapest approach.
This cost quickly balloons as the number and length of documents increases. A dataset of 1,
000, 000 Tweets would cost $ 6260 to label. Open source models that can run on local GPUs
are available, but the cost is incurred via compute times. The open source model tested in this
paper is an order of magnitude slower than an NLI classifier with no performance benefits.

Due to replication challenges, in-context classifiers have more limited application as classifiers.
Where they show the most promise is in labeling smaller datasets, expanding training data for a
supervised classifier, or validating other zero-shot classifiers alongside human labels. This tech-
nology will hopefully become more reproducible as it matures. Regardless, using non-
reproducible models as the primary source of labels should be discouraged (Spirling, 2023).

3.3.2 Model selection
Reproducibility, capability, cost, and speed are the factors to consider when selecting a model.
While reproducibility is primarily a function of proprietary status, judging the other factors is
less straight forward. I test three different models: GPT-4, GPT-3.5, and Mistral 7B. GPT-4 is
among the most capable models available across benchmarks (OpenAI, 2023a). GPT-3.5 is a
cheaper alternative that is comparable to other classification methods (OpenAI, 2023a).
Finally, Mistral 7B is an open source model that can be archived and run on local computers
for replication (Tunstall et al., 2023).

To assess capability, popular models such as GPT-4 have been benchmarked for stance clas-
sification here and elsewhere (Törnberg, 2023a). Absent direct testing, performance on shared
benchmarks is informative. The HellaSwag benchmark (Zellers et al., 2019), for example, is com-
monly used to test language inference in generative models. Mistral 7B and GPT3.5 score simi-
larly on HellaSwag (84.52 and 85.5 respectively) and perform similarly in Table 5 (OpenAI,
2023a; Tunstall et al., 2023). GPT-4 scores substantially better (95.3) and stance detection reflects
this (OpenAI, 2023a).

Pricing for proprietary models is generally done per token, which are words or sub-words. The
prompt, documents, and text generated by the model are all considered in calculating the total

Table 5. Logit biasing can improve performance for no additional cost

Prompt Model MCC F1 Accuracy (%) Inference time (GPU) Cost

Standard GPT-4 0.78 0.88 89 − $ 12.52
GPT-3.5 Turbo 0.58 0.73 78 − $ 0.68
Mistral 7B 0.56 0.72 78 2 min. 32 s −

Chain of thought GPT-4 0.78 0.85 87 − $ 38.62
GPT-3.5 Turbo 0.56 0.69 77 − $ 1.26
Mistral 7B 0.53 0.72 76 1 hr. 50 min. −

Logit bias GPT-4 0.8 0.89 90 − $ 12.52
GPT-3.5 Turbo 0.63 0.81 81 − $ 0.68
Mistral 7B 0.56 0.72 78 2 min. 33 s −

Bold numbers represent the best performing model on a given metric. Chain-of-thought reasoning has mixed results, but can significantly
increase costs.
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tokens. Estimating the cost of your data can be difficult because exact counts depend on the
model used. OpenAI recommends assuming 100 tokens per 75 words (OpenAI, 2023c).

Classification speed with proprietary models is determined by API rate limits and traffic.4 With
open source models, inference time varies based on document length, prompt length, and para-
meters used. At its fastest, Mistral 7B took roughly 2.5 min to classify the test set on a consumer
grade GPU. With a longer prompt and different parameters, the same task took approximately 2 h.

3.3.3 Prompt engineering
Results vary based on the model prompt. Optimal prompt construction is an inexact science, but sev-
eral validated approaches enchance in-context classification efficacy. Regardless of approach, prompt
engineering should involve testing multiple prompts and validating results on a small labeled dataset.

Prompts have two components: the system message and the user message. The system message
instructs the model on how to behave and respond to prompts. The user message is the prompt
the model responds to. User messages should explain contextual information necessary for accur-
ate inference and present the document to be classified. The prompt should be formatted to dis-
tinctly mark the document requiring classification (OpenAI, 2023b). Listing 1 provides an
example prompt. The system message specifies the task and the range of desired responses.
The user message provides context by specifying that the text concerns Donald Trump, reiterates
the acceptable responses, and demarcates the text for classification.

One approach to prompting is few-shot learning. Few-shot prompts include example docu-
ments and their correct labels—similar to training data. This approach has mixed results in
improving classification (Brown et al., 2020; Kristensen-McLachlan et al., 2023). Few-shot learn-
ing’s challenge is generalizing from a small, potentially non-representative sample. This risks
overfitting to prompted examples (Wang et al., 2020). Thus, results can be variable depending
on provided examples and arbitrary changes in the prompt (Lu et al., 2021; Perez et al., 2021).
These instabilities persist with more sophisticated models and more labeled examples (Zhao
et al., 2021). Thus, while few-shot prompts can improve classification in some cases, I recom-
mend using them with caution—particularly when zero-shot performance is sufficient.

Another prompting method is chain-of-thought reasoning (Wei et al., 2022). This approach asks
the model to explain its reasoning step-by-step before providing the conclusion. It improves perform-

Listing 1. An example prompt template in the the Python OpenAI package. The system message gives the model an “iden-
tity” and the user message explains the task and presents the document to be classified.

4The test set was classified multiple times via the OpenAI API. Times ranged from 35min to 6.5 h. Speed was not model
dependent and driven by API traffic.
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ance on a variety of tasks, including classification, but not consistently so (He et al., 2023).
Chain-of-thought prompting increases costs significantly because the model generates an explanation
in addition to the label. Evaluating chain-of-thought responses can be cumbersome because labels
must be extracted from the rest of the response. Requesting models follow response templates
with predictable label locations can help, though language models may inconsistently adhere to them.

I evaluated chain-of-thought reasoning by constructing a prompt modeled after the one used by
He et al. (2023). I found it offered no perceivable benefit in accuracy, but tripled the cost of GPT-4. I
further found different compliance rates with the requested response template. GPT-4 showed 100
percent compliance, while GPT-3.5 had 98.8 percent compliance. Mistral 7B had 87 percent compli-
ance, but saw a decrease in performance and took roughly 44 times longer to complete the task.

3.3.4 Decoding strategies
The process of generating text from prompts is called decoding. There are many approaches mod-
els use, but in the context of classification the objective is to produce deterministic and reprodu-
cible results. This involves constraining the model’s potential output tokens. There are three
approaches to this: adjusting the temperature parameter, prompt construction, and biasing pre-
dicted token probabilities.

Temperature can be conceptualized as a randomization parameter. Generative models ran-
domly sample the words they generate based on estimated probabilities (Welleck et al., 2020).
The temperature parameter controls the shape of the distribution words are sampled from. A
higher temperature flattens the distribution toward a uniform one where each word is equally
likely as T→∞ (Ackley et al., 1985). A temperature of zero ensures the most likely token is always
chosen. Thus, I recommend setting temperature to zero.

Prompts can restrict the tokens models generate by specifying the desired response range. For
example, I can instruct the model to only respond with “1” or “0.” However, compliance will
depend on model sophistication. GPT-4, for example, was 100 percent compliant when asked
to answer with only a “1” or “0.” Mistral 7B showed less instruction-aligned results and required
more prompt engineering for consistent binary labels on the test set.

To directly restrict the tokens models generate, users can manipulate token prediction scores,
or “logits.” This approach applies a flat bias to the probabilities of tokens representing classes so
that their predicted probability is much greater than other tokens. Table 5 shows that logit biasing
generally has a positive effect on classification. Additionally, it simplifies label extraction by redu-
cing non-compliant responses.

3.3.5 Validation
In-context classifiers should be validated with a test set. Calculate the number of samples needed
to estimate performance within a desired confidence interval and use labeled data to test prompts
and model parameters. Researchers should demonstrate that results are robust to synonymous
prompts and not sensitive to arbitrary changes. Thus, researchers may want to classify their
data with multiple prompts. An NLI classifier can also provide a second point of validation beside
a sample of human labels. This demonstrates that two models with different architectures and
training procedures obtain similar results.

4. Replication: COVID-19 threat minimization
An analysis of Twitter posts by Block et al. (2022) showed that minimizing the threat of
COVID-19 was in part ideologically motivated, but that the effect of ideology decreased as deaths
within a person’s geographic area increased. The original study used a supervised classifier to
label documents. For this replication, I demonstrate how NLI classifiers can obtain similar results,
as well as basic sensitivity analysis for zero-shot classification.
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4.1 Data and design

The replication data contain 862 923 tweets about COVID-19 posted between September 1, 2020
and February 28, 2021 from 23,476 unique users. Each user’s ideology is measured on a left-right
scale using tweetscores, a network-based ideal point estimation (Barberá, 2015). Included are
2,000 hand labeled training tweets and coding rules for labeling tweets “non-compliant.”
Non-compliant tweets include statements that downplay the threat of COVID-19, as well as state-
ments against mitigation practices (e.g., vaccination).

Based on the coding rules, I created two sets of synonymous entailment hypotheses with compliant,
non-compliant, and neutral stance statements. A complete set of hypotheses is listed in Appendix 2. I
then used keywords to match hypotheses to tweets and classified the remaining corpus with a
DeBERTaV3 NLI classifier. If a tweet entails any of the threat-minimizing hypotheses it is considered
threat-minimizing. For example, a tweet that contains thewords “mask” and “vaccine”will be classified
once for the hypotheses associated withmasks and again for hypotheses associated with vaccines. If the
model determines the document entails an anti-mask or anti-vaccine hypothesis it is considered threat-
minimizing. I use 300 randomly sampled tweets from the training data to test the hypotheses—enough
data to estimate performance at a 95 percent confidence level with a <5 percent margin of error, and a
small enough sample that a single researcher could label the data in a few hours.

To analyze results I replicate the model used by Block et al. (2022)—a negative binomial
regression with a count of threat-minimizing tweets made as the dependent variable. The inde-
pendent variables are the user’s ideology, the COVID-19 death rate within their county, and an
interaction between the two. Control variables including county-level demographics, political
lean, and state fixed effects are also used.

4.2 Analysis

Using the NLI classifier on my sample of 300 labeled tweets, the first set of hypotheses had an
MCC of 0.67 and 87 percent accuracy while the second had an MCC of 0.74 and 90 percent

Figure 3. Replication results from Block et al. (2022). Supervised represents the original results from a trained Electram
model, while the NLI hypothesis sets used a DeBERTaV3 model for zero-shot classification.
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accuracy. The original classifier achieved an MCC of 0.66 and accuracy of 86 percent on the test
set. Between the models there was a high degree of intercoder reliability (MCC = 0.75). Figure 3
shows the results from regression models that use zero-shot labels from both sets of hypotheses,
as well as the original labels from the supervised classifier. The three models show consistency in
both the direction and size of the effect.

Figure 4 shows the ideological distribution of all tweets labeled threat-minimizing across the
three models. The distributions appear identical with each identifying a concentration of threat-
minimizing tweets on the conservative pole.

Across the entire sample, the average ideology of a tweet’s author is −0.66. Among samples
labeled differently by the zero-shot classifier and the original classifier, the average ideology
was –0.11 for the first set of hypotheses, and −0.07 for the second set of hypotheses—indicating
the NLI classifiers are slightly more likely to disagree with the supervised model when the author
is more conservative. However, the models show a high level of consistency across the data in
identifying a relatively nuanced “threat minimization” stance. This provides compelling evidence
that zero-shot NLI models can be a useful avenue for stance detection.

5. Conclusion
In this paper, I outlined a precise definition and generalized framework for stance detection.
Stance detection is entailment classification and determines how a document responds to a
proposition. After defining stance proposition, there are currently three possible classifica-
tion approaches: supervised classification, NLI classification, and in-context classification.
Researchers have two primary considerations to determine the right approach: What information
is necessary for accurate classifications, and how to balance trade-offs between resources, comput-
ing demand, and human labor. When the information documents contain is sufficient for accur-
ate classification, NLI classifiers achieve performance comparable to supervised classifiers while
eliminating the need to train a model. When context outside of the document is necessary for
classification, supervised and in-context classifiers are a better choice.

A potentially fruitful direction for future research is in adapting NLI classifiers to better under-
stand political text. Advancements in NLI classification are largely from computer science, and
the data models are trained on reflect this. There are no NLI datasets specifically for stance

Figure 4. The distribution of tweet author ideology among tweets labeled threat-minimizing by the three classifiers.
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detection, or stance detection benchmarks. Datasets and pre-trained models with political com-
munication in mind could mean more reliable zero-shot classification with more accessible com-
pute demands.

Finally, stance detection methods can be advanced by moving beyond classification and
toward scaling the intensity of a stance. This could possibly be achieved by integrating sentiment
measures, but more research is needed.

Supplementary material. The supplementary material for this article can be found at https://doi.org/10.1017/psrm.2024.35.
To obtain replication material for this article, https://doi.org/10.7910/DVN/XS0ULP
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